Technology and Architectures for
Future Large-Scale
Computing Systems



Tools have changed rapidly: power

CDC 7600s at Liv

These were our supercomputers in
the 1970’s and 1980’s

1986:

| X-MP/48 ~220 Mflop sustained

|  120-150kW (depending on model)
$40M for computer+disks (FY099%)

Today:

NNSA:

Roadrunner at 1.105 PF (LINPACK)
LANL; 2.5 MW

LU T RLEREE L Factor 5x10 in speed

EETE—— Factor of 18 in power
SC/ASCR:
Jaguar at 1.059 PF (LINPACK) U.8. DEPARTMENT OF
ORNL; 6.9 MW ENERGY




Argonne’s IBM Blue Gene/P — 556 TFs



Cray XT5 at ORNL — 1.6 Pflop/s
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Peak Performance 1,645 1,382

AMD Opteron Cores 181,504 150,176 31,328

System Memory (TB) 362 300 62

Disk Bandwidth (GB/s) 284 240 44 I e
Disk Space (TB) 10,750 10,000 750  [Eieeitbedibitie
Interconnect Bandwidth 532 374 157 system will be linked to

the file system through
(TB/s) 4x-DDR Infiniband




Traditional Sources of Performance
Improvement are Flat-Lining (2004)

10,000,000

* New Constraints

— 15 years of exponential Transistors cclntinue to scale

clock rate growth has ended 1099999 7" Clock has leveled off (2-4 Ghz) - / \
Power leveled off (*100W-200W) g

|
£ 1 [ / B[R
100,000 Performance per clock{2-4 ops/giock)

 Moore’s Law reinterpreted:

— How do we use all of those
transistors to keep
performance increasing at
historical rates?

¢ — Industry Response: #cores
per chip doubles every 18
months instead of clock

frequency!
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— Multiple parallel general-purpose processors (GPPs)
— Multiple application-specific processors (ASPs)

Intel Network Processor IBM Cell B e
1 GPP Core 1 GPP (2 threads) g.r
T e a'ﬁ! 16 ASPs (128 threads) ~ 8ASPs T

—
03

) CTITDETEIDIC o) -

aleeadeaa]e | icochip DSP
Tl [ddas 1 GPP core
‘IPI P [p] [P [P P[] [P][P .IPI 248 ASPS

[P ] Processor () Switch Matrix [1PL] Inter-picoArray Interface
xample Signal Flows
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. Cisco CRS-1
Sun Niagara 188 Tensilica GPPs
8 GPP cores (32 threads)
sgedge; Intel 4004 (1971): “The Processor is the
1__4-bit processor, T 'stor”
% .. 2312 transistors, new iransistor
& . ~100 KIPS,
1t 10 micron PMOS, [Rowen]

11 mm2 chip
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What’s Next?

Mixed Large --

All Large Core and ——

Small Core
——

" o

Many Small Cores

All Small Core ™ m——

Different Classes of Chips

Home
Games / Graphics
-- Business
Scientific
Many Floating- + 3D Stacked
Point Cores Memory

Source: Jack Dongarra, ISC 2008



E3 Advanced Architectures — Findings (2007)

Exascale systems are likely feasible by 2017+2

10-100 Million processing elements (mini-cores) with chips as
dense as 1,000 cores per socket, clock rates will grow slowly

3D chip packaging likely
Large-scale optics based interconnects
10-100 PB of aggregate memory

>10,000’s of I/0O channels to 10-100 Exabytes of secondary
storage, disk bandwidth to storage ratios not optimal for HPC
use

Hardware and software (OS) based fault management

Simulation and multiple point designs will be required to
advance our understanding of the design space

Achievable performance per watt will likely be the primary
metric of progress



Top Technical Challenges

Power Consumption

— Proc/mem, I/0O, optical, memory, delivery
Chip-to-Chip Interface Scaling

— pin/wire count = 3D packaging
Package-to-Package Interfaces

— Scalable interconnects

Cost Pressure in Optics and Memory

Fault Tolerance

— FIT rates and fault management concepts
* E.g. In place spares, chip kill, etc.

— Reliability of irregular logic, design practice

Exascale systems built from
today’s technology would
consume over a Gigawatt

Exascale systems built from
today’s technology would
cost over a Gigabuck

Exascale systems built from
today’s technology would
have a MTBF of 10 minutes




Looking out to Exascale

Concurrency will be Doubling every 18 months

Power and Memory costs dominate
Novel technologies introduced
1EF
100P%
10P
1P

100TF
10TE

1TFE* <
', — l ad - Growth of massive parallelism within chips

O

Growth fueled primarily by transistors on a chip

1993 1995 1997 1999 2001 2003 2005 2007 2009 2011 2013 2015




Systems Scaling Projections

Begin Full System Delivery (Yr)

Design Parameters
Cores / Node
Clock Speed (GHz)
Flops / Clock / Core
Nodes / Rack
Racks / Full System Config
MB RAM/core
Total Power
Flops / Node (GF)
Flops / Rack (TF)
LB Concurrency

Full System

Total Cores (Millions)
Total RAM (TB)
Total Racks
Peak Flops System (PF)

2004

BG/L

2

0.7

4

1024
64

256
2.5MW
5.6

5.7
5.E+05

0.13
33.6

64
0.37

2007

BG/P
4
0.85

4"'

1024
72

512
4.8MW
14

14
1.E+06

0.3
151
72
1

2012

25PF
8-24
1.6-4.1

8-32"

100-1024
128-350
1024-4096
8MW-20MW
128-640
200-400
M-2M

3M-1.2M
2,000-4,400
128-350

25

2015

300PF
32-64-128
2.3-4.8
8-32
256-1024
128-400
1024-4096
20MW-50MW
640-2000
400-1200
10M-100M

1M-10M
3,000-10,000
128-400

300

2019

1200PF
96-128-500
2.8-6.0

16-64
256-1024
256-400
1024-4096
30MW-80MW
2000-6000
1600-4800
400M-1000M

4M-200M
5,000-25,000
256-400
1200



ITRS Roadmap for Logic Devices

INTERNATIONAL
TECHNOLOGY ROADMAP
FOR
SEMICONDUCTORS

2008 UPDATE

OVERVIEW
Units | 2005 | 2006 | 2007 | 2008 | 2009 | 2010 | 2011 | 2012 | 2013 | 2014 [ 2015 | 2016 [ 2017 | 2018 | 2019 | 2020
Feature Size nm 90 | 78 | 68 | 59 | 52 | 45 | 40 | 36 | 32 | 28 | 25 | 22 | 20 | 18 | 16 | 14

Logic Area relative | 1.00 | 0.80 | 0.63 | 0.51 | 0.39 | 0.32 | 0.25 | 0.20 | 0.16 | 0.12 | 0.10 | 0.08 | 0.06 | 0.05 | 0.04 | 0.03

SRAM Area relative | 1.00| 0.78 ] 061 ] 048] 0.38]| 0.20] 0.23 | 0.18 | 0.14 | 0.11 [ 0.09 | 0.07 | 0.06 | 0.04 | 0.03 | 0.03

50/50 Area relative | 1.00 | 0.79] 062 | 0.49] 0.38] 0.30| 0.24 | 0.19 [ 0.15 | 0.12 | 0.09 | 0.07 | 0.06 | 0.05 | 0.04 | 0.03

High Performance Devices

Delay ps 087 ] 074] 064)] 054 051 ] 040] 034 ]| 029 | 0.25| 0.21 | 0.18 [ 0.15] 0.13 ] 0.11 ] 0.10 | 0.08

Average Device Capacitance relative | 1.00 | 0.87 | 0.76 | 0.66 ] 0.58 | 0.50 | 0.44 | 040 | 0.36 | 0.31 [ 0.28 | 0.24 | 0.22 | 0.20 | 0.18 | 0.16
Circuit speedup: 1/delay relative | 1.00 | 1.18]| 136 | 161 | 1.71 ] 2.18| 256 | 3.00 [ 3.48 | 414 | 483 | 580 | 6.69 | 7.91 | 8.70 | 10.88
e e B e e L o I s o o o e e e e Tal =TT

vdd volts 110 | 110)] 1.10| 1.00| 1.00 ] 1.00| 1.00 | 0.90 [ 0.90 | 0.90 | 0.80 | 0.80 | 0.70 | 0.70 | 0.70 | 0.70

vdd/Vt ratio 564 | 655|667 610 422]| 662 | 6.85 | 6.08 | 539 | 549 | 482 | 410 | 3.50 | 3.48 | 3.41 | 3.37

_Pov'er 'Density @ Circuit Speedup | relative | 1.00 | 129 165 1.77 | 213 | 295 395 | 419 [ 552 | 7.41 [ 7.54 | 10191017 | 13.91|17.12]|23.47
ower Density @ Max Clock relative | 1.00 | 143 ] 217] 231 ] 297 ] 393 ] 523 | 539 | 7.00 | 9.75 | 10.01) 13.39] 13.30] 17.98] 23.61] 30.33
bn.u@w relative 110001086710 756105421 04781041310367 1026802381 0208101471012310090100811007210 0634

Low Operating Power Devices

Delay ps 152 | 133 | 117 | 1.03] 090] 079 | 079 | 0.61 | 0.53 | 0.47 | 0.41 | 0.36 | 0.32 ]| 0.28 | 0.24 | 0.21

/CITCUIR speeaup: vaelay | relaive | Uo7 | Ubo | U./4 | U84 | U9/ | IO | T.1U [ 143 | 1.64 | T80 | 212 | 282 | 272 | 301 | .63 | 4.14

Vdd volts 090|090|080[080[08B0[|070] 0.70| 0.70 | 0.60 | 0.60 | 0.60 | 0.50 | 0.50 | 0.50 | 0.50 | 0.50

vdd/Vt ratio 313|297 | 281 295| 290 3.10| 3.00 | 3.03 | 233 | 240 | 239 | 210 | 2.09 | 2.07 | 2.06 | 2.03

Power Density @ Circuit Speedup | relative | 035 | 0451 0451 0591 07710731083 | 121 [ 116|147 | 186|166 211]279 | 3.64 | 456

Note: units of "relative" represent values normalized to those of the 2005 high performance technology

Figure 6.1: ITRS roadmap logic device projections

Power Density 20x-30x than 2005
Voltage assumptionis .5v - .7v
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1.E+00
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GFlops

1.E+06

1108 1112 1116

¢ Top 10 Rmax
« = = = « Amax Leading Edge
- — Rpeak Leading Edge

©  Exascale Goal

Aggressive Strawman - 20MW

e EvOlUtionary Light Simglistically Scaled Power Unconstrained
e i = Evolutionary Light Simplistically Scaled 20MY Constrained
——&— Evolutionary Heany Simplistically Scaled Power Unconstrained
—z — Evolutionary Heavy Simplistically Scaled 20MW Constrained
e EvOlUtionary Light Fully Scaled Power Unconstrained
i = Evolutionary Light Fully Scaled 20MW Constrained
—#— Evolutionary Heany Fully Scaled Power Unconstrained
—% — Evolutionary Hoany Fully Scale 20MW Constrained

Figure 8.1: Exascale goals - Linpack.
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Total System Concurrency

Largest machines now have combined system’s level concurrency approaching 1M
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Figure 4.13: Processor parallelism in the Top 10 supercomputers.



Thread Level Concurrency

Thread Level Concurrency

Each thread must do multiple operations per clock cycle

100.0

8 m |
ol 286 e
® O 8
Super scalar ~
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© Rmax © Rpeak *® Rmax Top System = Rpeak Top System

Figure 4.15: Thread level concurrency in the Top 10 supercomputers.



Parallelism and Locality Trends

Algorithms are pushing in the opposite direction as the hardware
e.g. advanced algorithms are becoming less “local” while
hardware is becoming more parallel and more local

Easy to h
paralielize but Just plain
hard to localize hard to
‘ & Weak Scaling EP Apps

1t
- —sgnce going like this X ® Molecular Dynamics

0.8 ' Desktop Applications
Sparse Graph Algorithms
X High-order DataBase Search
® Ordered Summation
+ HPL
s Coupled Physics
5 Wos° > ~—=WRF + Cloud and Eco model
O‘(\’d‘ Muttigrid
0.2 e Single Physics
0 Commercial going this way slowly WRF today
Non-uniform fields & grids
' ' GUPS

0.4 0.6 0.8 1 Future of Desktop Apps
Graph Algorithms

o
(o]
l
)
=]

o
N
%o-

Inverse of Data Locality

Easy to o
pa,a"eslée and Seriality - Coupled organism models

localize

Figure 5.16: Future scaling trends



Power Constrained Clock Rate

Clock = Power_Density/ ( Capacitance_per_device * Transistor_Density * V2 ;)

100

£ w0
14
2004 2005 2006 2007 2008 2009 2010 2011 2012 2013 2014 2015 2016 2017 2018 2019 2020
---#--- Peak on Chip - Hi Perf ---4+--- Peak on Chip - Low Power
wgr==Power Density Limited - Hi Perf Power Density Limited - Low Power
st Tach & Power Density Limited - Low Power

Figure 6.3: Power-constrained clock rate

Power density (i.e. cooling) will limit the clock rate as feature sizes shrink



Gflops per Watt must grow 1000x

(0.1 = 100) to achieve Exascale

1.E+02 ‘
O 1 .
o
1.5001 =
= & -
(] m N »”
= " l At |
8_ 1.E+00 ‘- Vs " —~
) — u 0/,".;’
Q $ +* a4
O
= I aAA
O 1E0 . . . :
% ‘:’,L’x MW M XX
g o~ |
s -~ \'&.x ’ ’.” &
1.E-02 C% e
3 AR
k.’ . .
- »
.-
1.603 Ly ® |
1192 1196 11100 1/1/04 1108 1112 1116 1120
X Historical ¢ Topt0 === Top System Trend Line
O Exascak Goal 2 Aggressive Strawman ® Light Nede Simplistic

_‘_

Heavy Node Simplistic +— Light Node Fully Scaled —»— Heaw Node Fully Scaled

Figure 8.3: The power challenge for an Exaflops Linpack.



Power and FPU scaling needed
to Reach Exa-operations/s (only flops)
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2005 2006 2007 2008 2009 2010 2011 2012 2013 2014 2015 2016 2017 2018 2019 2020

—&—pJ/Flop - Hi Perf Si ——pJ/Flop - Lo Pwr Si
- === - Min # million FPUs/Exaflop - Hi Perf Si - -[=I- - Min # million FPUs/Exaflop - Lo Pwr Si

Pico joule/FLOP Figure 7.1: Projections to reach an Exaflop per second. ppyg per Exaflop



Interconnect Technology Roadmap

Technology

Density
(wires/mm)

Power (pJ/bit)

Technology Readiness

Long-range on-chip

copper

250

18 £J /bit-mm

Demonstrated

Chip-to-chip copper 8 2 pl/bit. Includes | Demonstrated. Poten-
CDR tial for scaling to 1
pJ /bit
Routed interconnect n/a 2 pJ /bit roughly the same for
packet
router or non-blocking
circuit switch
in 2015 1 pJ/bit
Optical State of Art | 10 9 pJ/bit. NOT includ- | Demonstrated.
(multi-mode) ing CDR
Optical (Single mode) | 300 7.5 pJ/bit Assumes lithographed
in 2010
SOI waveguides
PCB-embedded
waveguide
does not exist
Optical (Single mode) | 300 1.5 pJ/bit At early research stag
in 2015
Optical Routing Add 0.1 pJ/bit (2010)
for each switch
Optical - temperature TEC cooler demon
control strated
CNT bundles 1250 6 £J /bit-mm Undemonstrated

Table 6.8: Summary interconnect technology roadmap.

Long distance
Interconnects
Will be optical

Optical may replace
Copper for on carrier
Interconnects

Interconnect power will
Grow to 10%-30% of
total power

MEMS-Actuated

Waveguides ~

Single Crystalline
Si Microtoroid

~



Heat Removal Approaches

Highly likely all future machines at scale will be liquid cooled

Approach Thermal Performance Comments

Copper Heat Spreader Thermal conductivity = 400
W/(m.K)

Diamond Thermal conductivity = 1000 | Expensive
- 2000 W/(m.K)

Heat Pipe Effective conductivity = 1400 | Very effective
W/(m.K)

Thermal Grease Thermal conductivity = 0.7 -
3 W/(m.K)

Thermal vias with 10% fill fac- | Effective Conductivity = 17

tor W/(m.K)

Thermal Electric Coolers

Limited to less than 10 W /em?
and Consumes Power

Carbon Nanotubes

Excellent

Table 6.9:

Internal heat removal




High-End Packaging Options

(assumes memory)

Approach Wires/mm or sq.cm Bandwidth/mm Comments
) Routable signal pairs per mm
m e.g. 2wires/mm per layer * # layers * bit-rate
+— 1 mm per signal pair
Laminate 20 wires/mm/layer (2-4 signal 6 pairs/mm @ 30 Gbps 1 mil linetrace presents
(Ball Grid [ layers) = 180 — 720 Gbps/mm (1-4 practical limit.
Array) A ~2,000 max total pin count signal layers) 1 mm BGA ball pitch
- Package I/O: 500 pairs = 15
Tbps
Silicon ! 50 wires/mm/layer (2 signal 12 pairfmm @ 30 Gbps 2 signal layers is
Carrier | |ayers) = 360 — 720 Gbps/mm (1-2 practical limit.
Has to be packaged for VO signal layers)
3DIC Stack ~10-40 wires/mm vertically Total: 100 — 200 pair @ 10 Limited interconnect
around edge Gbps 2 0.5 -2 Tbps performance

3D IC with W=
Through Silicon ~ Z20 =
Vias

In excess of 10,000 vias per
sq.mm.

In excess of 100,000
Tbps/sq.cm. Really determined
by floorplan issues

Chip stack limited to 4-8
chips, depending on
thermal and other issues

pmmeemaeset
Stacked [ 1/mm on periphery 25 pairs total @ 10 Gbps > Not very applicable to
Packages - 250 Gbps high performance
& systems
Stacked Silicon Carriers Vertical connections @ 20 um 62500 pairs @ 30 Gbps 2 Limited by thermal and
- e pitch & 250,000/ sq.cm 1900 Tbps / sq.cm coplanarity issues.
[ - Arveve
!-\ M pe

Stacked Silicon Carriers

Vertical connections @ 100 um
pitch & 10,000/ sq.cm

2500 pairs @ 30 Gbps 2 75
Tbps /sq.cm

Early demonstration only.
Air cooled to < 117 W
total.

Figure 6.36

: Representative current and future high-end level 1 packaging,.




ackaging Examples

Through silicon vias forming

vertical data buses

DRAM

DRAM

optical layer

Fiber
connections

control and interface silicon

Approach Comments
istril Distribute CPU across multiple
Distributed 3D stacks Direction of Heat Extraction Distiout
CPU: 200 Cores _ﬂ Assumes sufficient inter-stack
(174 of total) _— bandwith can b providd n
DRAM —
4 dee Likely to detract from performance,
depanding on degree of memory
scatter

Interconnect Substrate

Advanced 3DIC

Interposers

Incorporate interposers into a single
17-33 chip stack to help in
power/ground distribution and heat
removal.

Assumes Through Silicon Vias for
signal I/O throughout chip stack

Figure 7.5: Potential directions for 3D packaging (A).

CPU: 750 Cores

16-32 DRAM die
in groups

Substrate Dense Via Field

Interposers

Approach Comments
Advanced 3D Package To avoid complexity of a 33-chip stack, this

approach, users the interposars for high density
signal redistruttion, as well as assisting in
powariground distrubtion and heat removal.

Requirs a planar routing density groater than
currently providad in thin film carmers.

Tiled Die

Uso proximity connaction or Through Silicon
Vias to croate memory banawidth through
overiapping surfaces.

OR

Tile with high banawidth edge intertaces, using
quilt packaging or a an acded top metal
process. (Not, impact on latency and VO
power).

Figure 7.6: Potential directions for 3D packaging (B).




Secondary Storage Projections
(Scratch at 25x, Archive at 200x)

Phase-change
material ~—~_

Drain

via

<

Common
- Word source
line

4 )
PB of Main Mpmory
0.006 0.5 3.6 50 300
Scratch Storage
Capacity (EB) 1.2E-04 0.01 0.15 2 18
Drive Count 1.0E401 | B.3E4+02 | 1.3E4+04 | 1.7TE405 | L.5E4-06
Power (KW) 9.4E-02 | 7.8E400 | 1.2E4+02 | 1.6E403 | I.4E4-04
Checkpoint Time (sec) | 1.2E4+03 | 1.2E403 | 5.8E4+02] | 6.0E4-02 | 1.0E+02
Checkpoint BW (TB/s) | 5.0E-03 | 4.2E-01 | 6.3E400| | 8.3E401 | [.5E402
Archival Storage
Capacity (EB) 0.0012 0.1 7.2 100 600
Drive Count 1.0E4-02 | 8.3E403 | 6.0E4-05 | 8.3E4+06 | .0E4-07
Power (KW) 9.4E-01 | 7.8E401 | 5.6E403| | 7.8E+04 | H.7E405
Table 7.1: Non-memory storage projections for E)Lﬁc.a!e_syswﬂs.

20,000 to > 1,000,000 disk drives for secondary storage
Phase change memory may replace disk in 2018 timeframe



Evolution of Storage

Year Class Capacity (GB) | RPM | B/W (Gb/s) | Idle Power(W) | Active Power (W)
2007 | Consumer 1000 7200 1.03 9.30 9.40

2010 | Consumer 3000 7200 1.80 9.30 9.40

2014 | Consumer 12000 7200 4.00 9.30 9.40

2007 | Enterprise 300 15000 1.20 13.70 18.80

2010 | Enterprise 1200 . 15000 2.00 13.70 18.80

2014 | Enterprise 5000 Advanced Storage Roadmap

2007 | Handheld 60 10000

2010 | Handheld 200 w— FS—p——
2014 | Handheld 800 1000

Structure of MEMS-based Advanced Memory Device ced Maaretic

Molded plastic
for packaging

Thanned stack of
two bonded Si wafors

Media used
as a moemory

Array of cantllevers
with tips

“MEMS" wafor with
movable micro-structure

“CMOS" wafer with
electronics

Standard substrate
with BGA or LGA

Wafer-level packaging
by wafer bonding

Movable platform (suspension
and actuators are not shown)
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| 2006] 2007] 2008 2009| 2010| 2011] 2012] 2013] 2014] 2015] 2016] 2017] 2018] 2019] 2020
Chip Level Predictions

Relative Max Power per Microproces
Cores per Microproce i A . . . X X . i . 50.85| 64.07

Flops per cycle per Corej—_g-58 282 458 =<8 L8 =25 <= <= <= : Lo——050—058 L6 =281

Flops per cycle per Microprocessor 4.00 505] 16.00] 2017 25.44| 32.04] 4037 50.85] 64.07] 161.43] 203.40] 256.29 32292 406.81| 51257

Power Constrained Clock Rate 1.00 0.94 1.10 0.99 0.90 0.81 0.88| 0.79] 0.71 0.80) 0.72 0.83 0.73 0.65 0.59

Relative Rpeak per Microprocessor 1.00 1.19 4.39 4.98 576 6.48 8.88 999] 11.42] 3238 36.79] 5285] 58.73] 66.08] 7551

Actual Rpeak per Microprocessor 9.60 11.44] 42.15| 47.82| 55.26| 62.16] 85.27] 95.93] 109.64] 310.82] 353.20] 507.46] 563.85| 634.33| 724.94

ITRS Commodity Memory Capacity Growth 8.00) 16.00 16.00 16.00
Required Mamans Chin Sann Quacth 4 0F 3.67 4.13 472
Relative Grow 16.00 16.00 16.00
BW Scaled Relati 58.73] 66.08[ 7551

58.73] 66.08] 75.51
1.28 1.31 1.36
3532] 42.11] 51.64
4598] 50.26| 5542
1.65] 1.57 1.46

Simplistically S
Fully Scaie

Simplistically Scaled Rpeak/'Watt 0.04 0.05 0.13 0.17 0.19 0.21 0.31 0.34 0.38] 1.00 1.86 2.04 2.25
Fully Scaled Rpeak/Watt 0.04 0.04] 005 _0.06 0.06 0.06 007 0.07 0.07] 0.06 0.06 0.05 0.07 0.06 0.06

Board and Rack Level Concurrency Predictions
Maximum Sockets per Board| 4 4 4 4 8 8 8 8 8| 16 16] 16 16 16 16
Maximum Boards per Rack 24 24 24 24 32 32 32 32 32 32| 32 32 32 32 32
Maximum Sockets per Rack 96 96 96 96 256 256 256 256 256 512 512 512 512 512 512
Maximum Cores per Board| 8 10 16 20 51 64 81 102 128] 323| 407 513 646 814 1025
Maximum Cores per ﬁaokl 192 242 384 484 1628 2050 2584 3254 4101] 10331] 13018] 16402 20667| 26036 32804
Maximum Flops per cycle per Board| 16 20 64 81 204 256 323| 407 513] 2583] 3254 4101 5167 6509 8201

Maximum Flops per cycle per Rack| 384 484/ 1536 1936 6513] 8201 1 0336] 13018] 16402] 82650] 104142] 131218] 165336] 208285| 262436
Board and Rack Level Power Predictions

Max Relative Power per Rack 1 1 1 2 2 2 4 4 4 8 8 8 16 16 16
Simplistic Power-Limited Sockets/Rack 96! 92 72 96 158 155 256 256 256 512 512 507 512 512 512
Fully Scaled Power-Limited Sockets/Rack 96] &6 27 61 52 45 79| 68 58] 37 31 17 43 36 30

Simplistically Scaled Relative Rpeak per Rack 96| 109 316 478 911 1001 2274] 2558] 2924 16577] 18838] 267838] 30072] 33831 38664
Fully Scaled Relative Rpeak per Rack 96| 102 119 304 298 291 699| 681 658 1197 1123 914] 2554] 2410 2246

Systom Dradictions. Rowor Linconstrainad Gradualincroasoin Affordahlo Racks to Mav of 600

Max Affordable Racks per Systein| 155 20 250 300 350 400 450] 500] 550] 600] &00] &00] &00] 600 600
Max Cores per Systenn—E3760 —=dury S0 Erta=Ser05 oo eroo o 0 . o - = - - Enu—auag

___Max Flops per cycle per System| 59520 96832| 3.8E+05[ 5.8E+05| 2.3E+06] 3.3E+06( 4.7E+06 6.5E+06|9.0E+06 5.0E+07|6.2E+07|7.QE+07|9.9E+07 1.2E+08| 1.6E+08
Simplistically Scaled System Rpeak (GF)| 1.0E+05] 1.5E+05] 5.4E+05| 9.8E+05| 2.2E+06| 2.7E+06| 7.0E+06] 8.7E+06] 1.1E+07] 6.8E+07]| 7.7 E+07| 1.1E+08] 1.2E+08] 1.4E+08| 1.6E+08
Fully Scaled System Rpeak (GF)| 1.0E+05] 1.4E+05] 2.0E+05| 6.2E+05|7.1E+05| 7.9E+05( 2.1E+06] 2.3E+06] 2.5E+06] 4.9E+06| 4.6E+06] 3.7 E+06] 1.0E+07] 9.9E+06[ 9.2E+06

System Power (MW 2.5 3.2 4.0 97 11.3 12.9 29.0 32.3 35.5 77.4 77.4 77.4] 1548] 1548| 1548

_ _ Maximum Rac 155 200 250 300 350 400 310] 310 310 155] 155 155 78 78 78
Simplistically Scaled System Rpeak ( E+ TE+05| BE+05| 1E+06| 2E+06| 3.E+06| B.EH E+ E+ E+ E+ E+ E+ E+ E+07] |
Fully Scaled System Rpeak (GF)| 1.E+05] 1.E+05| 2.E+05] 6.E+05| 7.E+05| 8.E+05| 1.E+06] 1.E+06] 1.E+06] 1.E+06| 1.E+06] 1.E+06] 1.E+06] 1.E+06| 1.E+06

Figure 7.10: Heavy node strawman projections.



Aggressive Strawman

Level What Perf Power RAM
FPU FPU, regs,. Instruction-memory | 1.5 Gflops | 30mW
Core 4FPUs, L1 6 Gflops | 141mW
_Processor Chip | 742 Cores 12/1.2 Interconnect [ 4.5 Tflops | 214W
[ Node Processor Chip, DRAM 4.5Tflops 230W 16GB
Group 12 Processor Chips, routers o4 1 Tlops 2. 0RKW 192GB
rack 32 Groups 1.7 Pflops | 116KW | 6.1 TB
[ System 583 racks 1 Eflops | 67.7TMW | 3.6PB

Table 7.3: Summary characteristics of aggressively designed strawman architecture.

~200,000 nodes each with ~750 cores = ~150M cores
Memory is 16GB for a ~5 Tflop node with ~1000 threads
Total system memory is ~ 4PB.



Systems Scaling Projections

Begin Full System Delivery (Yr)

Design Parameters
Cores / Node
Clock Speed (GHz)
Flops / Clock / Core
Nodes / Rack
Racks / Full System Config
MB RAM/core
Total Power
Flops / Node (GF)
Flops / Rack (TF)
LB Concurrency

Full System

Total Cores (Millions)
Total RAM (TB)
Total Racks
Peak Flops System (PF)

2004

BG/L

2

0.7

4

1024
64

256
2.5MW
5.6

5.7
5.E+05

0.13
33.6

64
0.37

2007

BG/P
4
0.85

4"'

1024
72

512
4.8MW
14

14
1.E+06

0.3
151
72
1

2012

25PF
8-24
1.6-4.1

8-32"

100-1024
128-350
1024-4096
8MW-20MW
128-640
200-400
M-2M

3M-1.2M
2,000-4,400
128-350

25

2015

300PF
32-64-128
2.3-4.8
8-32
256-1024
128-400
1024-4096
20MW-50MW
640-2000
400-1200
10M-100M

1M-10M
3,000-10,000
128-400

300

2019

1200PF
96-128-500
2.8-6.0

16-64
256-1024
256-400
1024-4096
30MW-80MW
2000-6000
1600-4800
400M-1000M

4M-200M
5,000-25,000
256-400
1200



The Bottom Line

Levels of concurrency (10°= 10°) 1000x
Clock rate of Core (1-4 GHz = 1-4 GHz) 1x
RAM per Core (1-2GB now to <1GB) <1x
Total Number of cores (200K = 100M) 500x
Number of cores per node (8 = >64-512) >8xX-64x
Aggressive Fault Management in HW and SW

/O channels (>10° =10°) >100x

Power Consumption (10MW = 40MW-150MW) 4x-16x
Programming Model (MPI = MPI + X)



Parallel Programming Models:
Twenty Years and Counting

* |n large-scale scientific computing today
essentially all codes are message passing based.

Ado
mu

itionally many will use some form of
tithreading on SMP or multicore nodes.

* Mu

ticore is challenging programming models but

there has not yet emerged a dominate model to

aug
e The

ment message passing
re is a need to identify new hierarchical

programming models that will be stable over long
term and can support the concurrency doubling
pressure



Quasi Mainstream
Programming Models

C, Fortran, C++ and MPI
OpenMP, pthreads
(CUDA, RapidMind, Cn) = OpenCL

PGAS (UPC, CAF, Titanium)

PCS Languages (Chapel, Fortress, X10)
PC Research Languages and Runtime

'L (Parallel Matlab, Grid Mathematica, etc.)



Green: open, widely available*

Potential Migration Paths
Programming Models — wvameon

*OpenCL availability predicted

C/C++/Fortran/Java (Base) Scale

v

Base/OpenMP

29
g
9 Charm++
O
s
3

<
3

Base/OpenMP+ and MPI

RapidMind

GEDAE/Streaming models

ALF

April 2009 Programming models, Salishan conference 33



The Exascale Software Challenge

projections and reality of application software?

1.E+10

Hardware projection/based on sitpplistie scaling
1.E+09 < iy
1.E+08 '

Rl
C onqurrency delivered Y 4+ =
1.E+07 bysiness-as-uspal softwarelstack [~ L~
. ) ‘r\"l v
(notional) T e

1.E+06

1.E+05

1.E+04

Total Concurrecncy (per cycle)

1.E+03

1.E+02

1.E+01 e
X X

1.E+00
171az2 1176 1/1/80 1/1/84 1/1/88 1/1/92 1/1/96¢ 1/1/00 1/1/04 1/1/08 1112 1116 1/1/20

o Top 10 =  Top System
----------- Top 1 Trend X Historical
+  Light Node Simplistically Scaled

“ExaScale Computing Study: Technology Challenges in Achieving Exascale Systems”, P.Kogge et al
From Vivek Sarkar SCO8 Exascale Workshop 4



Concurrency Challenge

 How will 1000x increase in concurrency be delivered
to Extreme Scale Systems?
» Weak Scaling by increase in data size, W4
» Weak Scaling by increase in computation per datum, W+
» Strong Scaling by increasing parallelism in fixed computation, S

« Over Provisioning required for Latency Hiding, L

» L is determined by latency hiding requirements --- memory access

time, fraction of memory operations (parameterized by memory
hierarchy level

» Assume L ~ 100x

« How much additional parallelism must come from
software, relative to today’s applications?
» W *W.*S needs to be > 10°

From Vivek Sarkar SCO8 Exascale Workshop !



Concurrency Challenge (contd)

*+ W is limited by DRAM cost and memory-computation

ratio

» Petascale ~ 1 byte/FLOPS

» Exascale ~ 0.01 bytes/FLOPS ??

» Improving memory-computation balance is expensive
« 50-50 cost balance dictates 0.004 bytes/FLOPS
* 90-10 cost balance dictates 0.04 bytes/FLOPS

» Assume Wq ~ 10x

+ W;is limited by application domain and algorithm
» Assume W; ~ 10x

2 Software must deliver S ~ 1000x increase in Strong
Scaling to use full capability of Extreme Scale systems

From Vivek Sarkar SCO8 Exascale Workshop



‘ Algorithms and models also yield
solutions

10 T
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Magnetic fusion energy “effective speed” increases
Source: A Science-Based Case for Large-Scale
Simulation (SCalLeS) Volume 2
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Exascale System Class

Characteristic Exaflops 20 MW | Department| Embedded | Embedded

Data Cen- | Data Cen- A B

ter ter

Top-Level Attributes
Peak Flops (PF) 9.97E+02 | 303 1.71E400 | 4.45E-03 | 1.0SE-03
Cache Storage (GB) 3.72E+404 11,297 6.38E4+01 1.66E-01 4.03E-02
DRAM Storage (PB) 358E+00 |1 6.14E-03 | 1.60E-05 | 1.60E-05
Disk Storage (PB) 3.58E+4+03 | 1,087 6.14E4+00 | 0.00E400 | 0.00E+400
Total Power (KW) 6.77TE+04 20,079 116.06 0.290 0.153
Normalized Attributes
GFlops/watt 14.73 14.73 14.73 15.37 7.07
Bytes/Flop 3.59E-03 3.59E-03 3.59E-03 3.59E-03 1.48E-02
Disk Bytes/DRAM Bytes | 1.00E+03 | 1.00E+03 | L.OOE+03 | 0 0
Total Concurrency (Ops/ | 6.64E+4+08 | 2.02E408 1.14dE406 | 2968 720
Cyecle)
Component Count
Cores 1.66E408 50,432,256 | 2.85E405 742 180
Microprocessor Chips 223,872 67,968 384 1 1
Router Chips 223,872 67,968 384 0 0
DRAM Chips 3,581,952 1,087 488 6,144 16 16
Total Chips 4,029,696 1,223,424 6,912 17 17
Total Disk Drives 298,496 90,624 512 0 0
Total Nodes 223,872 67,968 384 1 1
Total Groups 18,656 5,664 32 0 0
Total racks 583 177 1 0 0
Connections

Chip Signal Contacts 845E408 | 2.57E408 | 1.45E406 | 2,752 2,752
Board connections 1.86E408 | 5.65E4+07 3.19E405 |0 0
Inter-rack Channels 2.35E406 7.14E405 8,064 0 0

Table 7.10: Exascale class system characteristics derived from aggressive design.




